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In this paper, I argue that the standard justifications for Bayesian Conditionalization are flawed and I propose a
new strategy. According to the orthodox Bayesian, the whole body of an agent's opinion at a given time can be
exhaustively described by a function (the agent's belief function at that time) from the set of propositions about
which she has an opinion into the real numbers. The Bayesian then claims that an agent is rational if and only if
the set of her belief functions satisfies two conditions: (1) all her belief functions are probability functions; (2) if she
learns the truth of proposition E (and nothing more) between time t and time t', then her belief function at t' should
be p( . / E), where p is her belief function at t.

David Lewis argued for the necessity of (2) in the following way. Firstly, he used a Dutch Book argument to show
that if an agent plans how to update and if she then carries out that plan, then she is rational only if she satisfies
(2). He then claimed that she is rational only if she plans how to update in the light of evidence and only if she
then carries out those plans. Thus, she is rational only if she satisfies (2).

I give a counterexample to the claim that an agent who plans how to update is rational only if she then carries out
her plans. An agent can be rational and yet have her belief function affected by non-evidential considerations,
such as plausibility arguments, which result in a violation of (2).

A weakened form of (2), defended by Bas van Fraassen, is then considered: (2') an agent should *plan* to satisfy
(2), though she need not carry out that plan. I argue that the standard justification of this fails, since it relies on the
assumption that an agent is rational only if she plans how she will update her beliefs. It is argued that there is
nothing irrational about failing to make such plans, unless planning will bring some epistemic advantage.

What sort of epistemic advantage might be gained by planning how one will update? Here, I suggest, we take our
lead from the epistemology of full beliefs: that is, beliefs that do not afford of degrees. The advantage in planning
to update one's full beliefs by the inference rule of modus ponens is that it makes one more likely to carry out that
plan and carrying out the plan brings one the epistemic advantage of preserving the truth of one's set of beliefs
across time. Since an agent believes her full beliefs to be true and since she values truth, she must want her
updated beliefs to be true if her previous beliefs were. Thus, she must plan to update by modus ponens. On the
basis of this comparison, I suggest that we should seek out a property of sets of partial beliefs that is analogous to
the property of truth for sets of full beliefs: that is, a property that the agent values and which she must believe her
set of partial beliefs to possess. If we can find such a property and if we can show that updating in accordance
with (2) preserves this property from an initial set of partial beliefs to the updated set, then we will have
established (2').

Our purpose in believing is to represent the world accurately. This is why we value the property of truth for sets of
full beliefs. Marc Lange has suggested that for this reason we value the property of potentially perfect calibration
for sets of updated beliefs. He then shows that updating in accordance with (2) preserves this property. I argue
that it does not make sense to predicate this property of a set of partial beliefs that includes a belief in a law of
nature. Since we are clearly interested in such sets of partial beliefs, Lange's argument for (2') fails.

I suggest that the property that we really value about sets of partial beliefs is the property that James Joyce has
called gradational accuracy. Roughly, a set of partial beliefs is more gradationally accurate the Îcloser' its
corresponding belief function is to the characteristic function of the actual world: that is, the function that takes
value 1 at propositions that are true in the world and 0 at propositions that are false. Of course, what this property
amounts to will depend on the function we use to measure distance between the belief function and the world. But
if we can show that any intuitively acceptable distance function makes the set of partial beliefs that result from the
initial set of partial beliefs by updating according to (2) at least as gradationally accurate as the initial set, then
updating according to (2) has epistemic advantage.

Thus, I submit that we can establish (2') if we can show: (1) For all functions I(p, w) (p is a belief
function, w the characteristic function of the world) that satisfy intuitive sufficient conditions for a
measure of inaccuracy and for all worlds w in which proposition E is true, I(p', w) is at most I(p, w),
where p'( . ) = p( . / E) and, (2) No other way of updating has this feature.


